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Abstract

Ever since their existence was confirmed in late 2015, gravitational waves have been an invaluable

tool for humanity to probe the universe. In order to examine gravitational wave sources never

before detected, a new gravitational wave observatory is being situated in outer space. Known as

the Laser Interferometer Space Antenna (LISA), this detector will host data streams different from

any current generation detector. In preparation for LISA’s launch, gravitational wave extraction has

been done on mock data sets. These data sets include a variety of artefacts including large, transient

signals from technical malfunctions. Parameter estimation of the gravitational wave sources within

these data sets has been performed. Because previous methods have shown biases in the amplitude

of the gravitational wave source, the artefact removal methods are scrutinized. Specifically, the

effect of the roll-off and window length of the window functions used to remove artefacts are

studied. This is done using two different gravitational wave signal models: one accounting for the

applied window function and one without. It was found that the optimal window parameters for

amplitude bias mitigation differed between the two signal models. For the unmodified model the

optimal parameters were found to be 1000 and 0 for window length and padding, respectively.

For the modified model, the optimal parameters were found to be 3000 and 0 for window length

and padding, respectively. In any case, parameter estimation using the modified signal templates

generally improved amplitude bias mitigation, but did not remove it entirely. Future work including

methods for optimization and further bias mitigation have been proposed.
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Preface

Chapter 3.1 is based on work conducted by Kye Emond under Dr. Scott Oser’s supervision.

This chapter details his contributions on creating detection methods for glitches, designing glitch

removal techniques with Tukey window functions, and utilizing the F-statistic and Monte Carlo

Markov Chain sampling for parameter estimation of the galactic binary gravitional wave sources

in Spritz. He also implemented an analysis package in Python necessary to carry out many of the

above tasks.
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Chapter 1

Introduction

1.1 Gravitational Waves

Long before the Laser Interferometer Gravitational-Wave Observatory (LIGO) first recorded gravi-

tational waves (GWs) in late 2015, the predicted existence of GWs from Einstein’s theory of general

relativity excited physicists and astronomers across the globe. However, ever since LIGO’s pivotal

work in the field, the true gravity of GW astronomy was unearthed. There are a few advantages

GW astronomy has over its electromagnetic counterparts. One of the main advantages of GW

astronomy is the vast cosmological reach it permits [11]. Most electromagnetic telescopes measure

the power of a signal, which drops off as 1/r2. GW detectors instead measure the squeezing and

stretching of space-time related to the amplitude of a GW, which drops off as 1/r. Moreover,

GWs travel through space-time at the speed of light, effectively undisturbed by any obstacles [11].

This allows GW observatories to probe parts of the universe in which light is otherwise obstructed.

Hence, a variety of interesting astronomical systems including pulsars, supernovae, black hole and

neutron star mergers, and galatic binary (GB) systems can be scrutinized via their emission of

GWs [6].

One of the simplest models for a GW is simply a ripple in the fabric of space-time. Because

these waves reflect deviations from the otherwise flat fabric, they have a profound effect on the

local region of space-time that they interact with. Specifically, the waves simultaneously squeeze

and stretch physical space perpendicular to their direction of propagation [11]. This phenomenon

is generally denoted as a strain h. Analogous to their electromagnetic counterparts, GWs also have

associated polarizations. However, because a GW simultaneously squeezes and stretches space-time
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1.1. Gravitational Waves

Figure 1.1: A visual depiction of the stain of a GW. As the phase changes, the GW stretches or
squeezes different directions of space. The plus component h+ modulates in a plus shape, whereas
the cross component h× traces an x-shape over time. Here the wave-vector is orthogonal to the
plane of the page. Figure reproduced from [10].

in orthogonal directions, a conventional rotation by π
2 is insufficient to define a new polarization.

Instead, the two polarizations differ by a rotation of π
4 , and are suitably named plus and cross,

respectively [12]. This is depicted in 1.1.

It then follows that any GW can be mathematically described as a linear combination of the

components of the strain corresponding to the plus and cross polarizations [8],

h(t) = h+(t)ϵ+ + h×(t)ϵ× (1.1)

ϵ+ = cos(2ψ)ê+ − sin(2ψ)ê× (1.2)

ϵ+ = sin(2ψ)ê+ + cos(2ψ)ê×. (1.3)

Here ψ is a polarization angle parameter, and ê+/× denote unit tensors in the plus or cross

directions, respectively. Of course, the functional forms of h+(t) and h×(t) are dependent on the

specifics of the astronomical system that created the GW.
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1.2. Detecting Gravitational Waves

Figure 1.2: Sample schematic of laser interferometry apparatus for GW detection. Laser light is
split, sent down both arms, recombined, and measured by the photodetector. In the case of LIGO,
the arms are 4 kilometers long. Figure adapted from [1].

1.2 Detecting Gravitational Waves

In order to extract the valuable information that GWs carry, they must first be measured. In order

to do this, GW detectors measure the strain of a GW via its squeezing and stretching of physical

space or distances [11]. Specifically, the detectors implemented today use a method known as laser

interferometry. As shown in 1.2, the process involves firing a high-powered laser towards a beam

splitter. This optical device splits the laser and sends it down two equal length paths in an L shape.

The two components of the beam are then reflected at the end of their respective arms. The beams

are eventually recombined, and the reconstructed beam is measured by a photo-detector. Now, if

a GW was incident on the detector during this process, a difference in length would be introduced

between the two arms. This would cause a difference in phase between the two components of the

beam, subsequently resulting in a detectable interference pattern [11].

The complexity of this apparatus is largely due to the vanishingly small impact GWs have
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1.2. Detecting Gravitational Waves

on their surroundings. Even from the extremely high energy systems that are of interest, the

impact their GWs have on the detector’s length is approximately 1 part in 1020. This means

that the detectors are required to detect length differences fractions the size of an atom. Put into

more digestible terms, this is comparable to being able to measure the fluctuations in the distance

between Earth and Alpha Centauri– which is approximately 4.3 light years away– on the order of

the width of a human hair. It then follows that the calibration of these detectors must be extremely

precise in order to collect meaningful data.

One of the most physically important aspects of the detector is the arm-length itself. Because

the arm-length of a detector impacts the wavelength of the GWs detectable, its frequency bandwidth

is largely dependent on this length [6]. In the case of LIGO, the detector arms are 4 kilometers

long, which equates to an effective frequency range of around 10Hz to 10KHz [11]. Because different

sources are characterized by different frequency regimes, this allows current detectors like LIGO to

detect GWs from sources like black hole and neutron star binaries, among others [12].

While the most famous example might be the United States’ LIGO Hanford and Livingston, GW

detectors now exist across the globe. Two notable examples include the European Gravitational

Observatory (EGO/VIRGO) in Italy [7], and the Kamioka Gravitational Wave Detector (KAGRA)

in Japan [4]. Moreover, LIGO-India and the Einstein Telescope are two proposed future GW

observatories [6]. Creation of new GW observatories helps to create the global network of detectors

which compliment each other to improve the resolution of the location of various GW sources [12].

While ground-based detectors have already made excellent strides in the field of GW astronomy,

they face a number of issues that limit their detection. First of all, because they are necessarily

extremely sensitive, detectors are prone to noise originating from human, atmospheric, and seismic

activity [11]. Attempts have been made to mitigate these effects with KAGRA and the proposed

Einstein Observatory by moving underground, but creating detectors significantly deeper is finan-

cially prohibitive [6]. Moreover, ground-based detectors are very limited in their physical size. The

lasers in these apparatuses require a straight line-of-sight, so the Earth’s curvature makes signifi-

cant terraforming necessary for detector arms much longer than a few kilometers [12]. In order to

4



1.3. Laser Interferometer Space Antenna

Figure 1.3: A schematic of the LISA detector. LISA is depicted by the red triangular formation of
three spacecraft (black dots and circles). Trailing the Earth by around 50 million km, LISA’s centre
of mass sweeps out an orbit of radius 1 AU around the Sun (solid line). The LISA constellation
tumbles as it rotates around the Sun, so the path of one of the spacecraft is also shown (dotted
line). The LISA constellation’s 2.5 million km arms are magnified by 15 times here for illustrative
purposes. This figure is from [3].

probe a lower frequency regime, and hence a variety of different sources, detectors with enormous

arm-lengths are required.

1.3 Laser Interferometer Space Antenna

Given the issues faced with ground-based detectors, space is a perfect candidate for expansion.

Space is devoid of the seismic and atmospheric fluctuations that impair ground-based detectors,

and the physical space required for the arm-lengths of a detector is practically limitless.

For this reason, the Laser Interferometer Space Antenna (LISA) project was born (1.3). LISA

is a joint ESA and NASA project to create a space-based GW detector consisting of three identical

spacecrafts that emit and measure laser responses in a triangular formation [2]. Planned for launch

in the mid 2030s, LISA’s arms will be 2.5 million km long, allowing for an effective frequency

detection range of 0.1mHz to 1Hz. This will allow LISA to observe massive black hole binaries
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1.3. Laser Interferometer Space Antenna

Figure 1.4: The bandwidth and detection sensitivity of LISA, Advanced LIGO, and LIGO. Ad-
vanced LIGO is a second-generation improvement upon the original LIGO design. Various charac-
teristic GW sources are present for each of the frequency bands. Any sources with characteristic
GW strain amplitude above the LISA or LIGO curves are detectable by that respective detec-
tor. The black hole binaries, extreme mass ratio inspirals (EMRIs), and neutron star binaries are
represented by lines depicting their frequency and strain amplitude evolution over time. Sources
of relatively constant GW emission, like verification galactic binaries (GBs) and supernovae, are
depicted by dots. Note that LISA’s bandwidth does not compete with that of the LIGO family of
detectors, and both parties are able to observe GWs from different phenomena. Figure adapted
from [6].

(MBHBs), extreme mass ratio inspirals (EMRIs), and ultra-compact binaries [9]. Note that LISA’s

frequency range does not compete with the frequency ranges of ground-based detectors; LISA

will complement, not replace, ground-based detectors. Given that some GW sources increase in

frequency over time, LISA can also be an invaluable tool to prognosticate important high-frequency

merger events for its ground-based cousins to detect [12]. A better comparison of LISA and LIGO’s

detection ranges can be found in 1.4.

Unfortunately LISA also faces some significant difficulties. Given that LISA will orbit the

Sun, the differences in the positions of the spacecraft will necessarily cause a relative motion

of up to 15 m/s between them [5]. While this introduces technical engineering challenges with

6



1.4. Glitches

laser calibration, the larger issue with LISA’s unequal arm lengths is the laser frequency noise

that it introduces. The frequency of the lasers in GW detectors naturally fluctuate by several

MHz. These fluctuations naturally cancel in equal-length ground detectors, but instead couple and

completely drown out signals in LISA’s detection chain [6]. In order to reconcile this otherwise

catastrophic noise contribution, a more complicated scheme, known as time-delay interferometry

(TDI), combines the signal output from the three spacecraft in post-processing to create data free

from frequency noise. Specifically, this relies on properly time-shifting and linearly combining the

independent laser measurements [15]. After this TDI treatment we are left with three data streams

corresponding to the three side lengths of LISA’s constellation: X(t), Y (t), and Z(t). Additionally,

when dealing with sinusoidal signals, it is convention to create so-called orthogonal modes because

they simplify data analysis computations. Denoted A(t), E(t), and T (t), these channels are simply

linear combinations of X(t), Y (t) and Z(t) [15],

A(t) =
1√
2
[Z(t)−X(t)] (1.4)

E(t) =
1√
6
[X(t)− 2Y (t) + Z(t)] (1.5)

T (t) =
1√
3
[X(t) + Y (t) + Z(t)]. (1.6)

With these three channels, GW signal data from LISA can be extracted and analysis can be

performed.

1.4 Glitches

As a test run for LISA’s feasability, a single spacecraft probe known as the LISA Pathfinder mission

was launched in 2015 [6]. Because LISA Pathfinder is a single satellite that does not exchange

laser links within an array, it is unable to detect GWs. However, the mission did answer vital

questions about LISA’s noise model and its subsequent sensitivity within its frequency bandwidth

7



1.4. Glitches

[12]. Moreover, the data streams from Pathfinder exhibited glitches. Glitches are abnormalities

in the data stream that are created by some, often unknown, technical issue with the apparatus.

While their morphology is reliant on their origin, glitches are usually characterized as short burst

signals with immense power. It is important to note that glitches are not a new discovery for the

GW community. Ground-based detectors already experience their own host of glitches and research

is actively being done to explore and scrutinize methods for their removal [11].

In order to better understand why glitches are so detrimental to the data streams, it is first

important to understand typical glitch morphology. 1.5 depicts the differences in the time-domain

of different signals, including glitches.

Moreover, because the noise model is simple in frequency space, all data analysis is done in this

domain. As such, loud and sharp glitches in the time domain spread out their high-power over a

wide range of frequencies upon Fourier transformation. As shown in 1.6, glitches drown out any

signal from GWs, so their detection and removal is paramount for the LISA project.
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1.4. Glitches

4.60 4.61 4.62
1e6

1

0

1

St
ra

in
 a

m
pl

itu
de 1e 22

1.1509 1.1510 1.1511
1e7

1.0

0.5

0.0

0.5

1.0 1e 18

2.9855 2.9860 2.9865 2.9870
Time (s) 1e7

1.0

0.5

0.0

0.5

1.0

St
ra

in
 a

m
pl

itu
de 1e 19

2.776 2.778 2.780
Time (s) 1e7

1.0

0.5

0.0

0.5

1.0 1e 19

(a) (b)

(c) (d)

Figure 1.5: Four examples of time domain signals in sample LISA data. (a) depicts a pure GW
signal from several continuous wave sources. (b) depicts a reasonably sharp and loud glitch. (c) also
encodes a glitch, but of a smaller amplitude than that of (b). (d) is simply stationary Gaussian noise.
Note the qualitative similarities between panels (b), (c), and (d). Despite carrying juxtaposing
information, the time series of (b), (c), and (d) are almost indistinguishable. While glitches can be
as obvious as in (b), they can also be hard to tell from other, desirable signals.
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1.4. Glitches

Figure 1.6: Amplitude spectral density (ASD) of example data from LISA. The red line depicts
LISA’s response to continuous wave GBs in the absence of noise and other artefacts. The large
concentration of peaks in the 10−4 to 10−2 Hz range correspond to GW signals from GBs in LISA’s
bandwidth. The blue line depicts LISA’s response with no artefact mitigation. Note that these
artefacts completely drown out the GW information. The sharp dips in power in frequencies beyond
10−2 Hz are attributed to LISA’s deteriorating sensitivity at larger frequencies.
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Chapter 2

Theory

2.1 Simplified Parameter Estimation

As is the case with any GW signal analysis, a significant portion of this project is reliant on

extracting the parameters of the sources encoded in our data streams. As such, considering a

toy-model of a continuous wave sinusoidal model with a Gaussian noise background, this section

will describe the mathematical and statistical framework necessary for parameter estimation from

time series data.

First, understanding the relevant source parameters for GW strain is crucial. Building on the

general form in equation 1.1,

h(t) = Re[(A+ϵ+ + ei
3π
2 A×ϵ×)eiΨ(t)] (2.1)

Ψ(t) = 2πft+ πḟt2 + ϕ0 (2.2)

A+ ∝ f
2
3 (1 + cos2 ι) (2.3)

A× ∝ f
2
3 cos ι, (2.4)

an equation for the strain of a relatively continuous wave source (ḟ << 1) is given [8]. Here,

the parameters of interest are the frequency of the source f , its temporal derivative ḟ , its initial

phase ϕ0, its inclination ι, and its amplitudes from the respective polarization components A+/×.

Note from equations 1.2 and 1.3, ϵ+/× encodes a polarization angle ψ in the strain as well. There

are two additional source parameters that are also of interest. While not explicitly present in 2.1,
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2.1. Simplified Parameter Estimation

Symbol Parameter Description

λ Ecliptic latitude With β, describes sky position of the source
β Ecliptic longitude With λ, describes sky position of the source
f Frequency The rate of revolution of the system

ḟ Frequency derivative The rate at which the frequency changes

A Amplitude Property of the wave
ι Inclination Angle of the tilt between the source and LISA
ψ Polarization Angle determining components of each polarization
ϕ0 Initial phase Property of the wave; dependent on t0

Table 2.1: Summary of the eight parameters relevant for sinusoidal GW signals. Note that A is
the Pythagorean addition of A+ and A×, and physically encodes various properties of the system,
including mass.

the ecliptic latitude and longitude of the source with respect to LISA’s position will also naturally

have an impact on the measured GW signal. A summary of the relevant parameters are presented

in 2.1.

Defining the parameters as θ, data as d, and using Bayes’ Theorem [14],

p(θ|d) = p(d|θ)p(θ)
p(d)

,

an expression relating the parameters to the data is derived. Defining p(θ) as the prior π(θ),

p(d|θ) as the likelihood function L(d|θ), and p(d) as the evidence Z, the above equation can be

rewritten,

p(θ|d) = L(d|θ)π(θ)
Z

. (2.5)

Above, L encodes the data and model information, π encodes previous knowledge of the pa-

rameters, and the evidence Z acts as a normalization factor. p(θ|d), or the posterior, describes a

probability distribution of the output parameters given the data. Here, the peak of the posterior

is defined by the parameters that maximize L [13].

Unfortunately, searching over the 8-dimensional parameter space for maxima of this likelihood

function is necessarily prohibitive from a computational standpoint. As such, a clever method
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2.1. Simplified Parameter Estimation

utilizing a coarse F-statistic gridsearch followed by Monte Carlo Markov Chain (MCMC) sampling

is utilized to determine the parameters.

This maximized likelihood function, called the F-statistic, can be maximized via a coarse grid

search over parameter space. First, the dimensionality of the problem can be reduced from 8 to

3 dimensions. In order to do this, β, λ, f , and ḟ are held constant. For a given choice of these

parameters, the complexity of the problem is reduced significantly. Maximizing the F-statistic

becomes analogous to fitting the data to four different signal templates: a real and complex part

for each polarization. As such, the remaining four parameters that maximize the F-statistic can

be analytically computed [12]. Moreover, as mentioned previously, these sources have a relatively

constant frequency, so it is safe to hold ḟ ≈ 0 for the grid search.

With this, the entire sky can be parametrized by β and λ, and the frequency range can be

chosen reasonably given LISA’s bandwidth. Varying these 3 parameters and comparing their F-

statistics gives an estimate for the parameters of the source with accuracy proportional to the grid

spacing chosen. Any point on this grid that has an F-statistic value beyond the 70th percentile is

considered a detected source.

There is an issue with solely relying on a grid search for computing the source parameters.

Because the fineness of the grid is limited by computational resources and time, the grid search

is prone to falling into local maxima of the F-statistic. Further, the F-statistic calculations only

provide the best-fit parameters, but provide no information about their uncertainties. In order to

characterize a confidence interval for the found parameters, a mapping of the posterior distribution

is necessary.

As such, we utilize the estimates of the parameters from the grid search as a starting point

for a Monte Carlo Markov Chain (MCMC) sampling routine. In this MCMC method, so-called

walkers undergo a random walk through the entire 8-dimensional parameter space to map out

the posterior distribution. The probability of moving to different points is characterized by the

transition probability of the Markov Chain [14]. Due to the properties of a Markov Chain, it is

necessary to include a burn-in phase before the walkers reach their stationary distributions. After
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2.2. Data Specifics

a sufficiently long run, the walkers will have created a mapping of the likelihood function, and the

maxima can be extracted. Note that these walkers can also get trapped within local maxima, so it

is important to run the MCMC with various different initial positions for the walkers [14].

Once the posterior distributions are extracted from the MCMC sampling, all 8 source parame-

ters of the sinusoidal signal with associated uncertainties are now successfully extracted from the

data.

2.2 Data Specifics

In preparation for LISA’s launch, the LISA consortium has created several mock datasets. One of

which is known as the Spritz dataset. This dataset contains what LISA data should look like over

the timescale of a year. Naturally, the dataset contains time and frequency series data streams

from each of the X(t), Y (t), and Z(t) channels. In terms of the contents of these streams, there

are a few key characteristics to note.

Noise Model

First of all, the data contains general background noise. This noise is motivated by LISA’s proposed

noise model. This model has been constructed via intricacies in its hardware, and supported by

observations made by LISA Pathfinder. In future real data sets, unresolvable low-power background

GW sources are also contained in this noise.

Gaps

The data also contains gaps. Like all GW detectors, LISA will likely face technical issues that

cause periods of no data collection in the middle of observation runs. As such, these periods of

time contain no information about incoming GW signals, and should be treated accordingly for

data analysis. In terms of the actual data stream, gaps are data points in the time series represented

by NaNs.
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2.2. Data Specifics

Glitches

As foreshadowed in Chapter 1.4, the Spritz data set also contains glitches. Modelled after those

seen by LISA Pathfinder, these glitches are randomly distributed throughout the time series. The

detailed discussion supplied in Chapter 1.4 applies precisely to the glitches found in Spritz.

GW Signals

Finally, the GW sources present are from well-documented verification GBs. As previously alluded

to, unlike merger events, GB signals are characterized by relatively continuous sinusoidal waves in

the time domain. Transferring to the frequency domain, these signals essentially resemble delta

functions. Moreover, the parameters that describe the signals from the GBs are already well docu-

mented via electromagnetic astronomy. As such, if the task of removing artefacts is successful, the

parameters from the extracted signal can be compared to their assumed true values. Holistically,

using these GB sources as controls, LISA data analysis techniques can be perfected in preparation

for eventual observation of unknown sources. There are 36 sources of varying signal-to-noise in the

10−4 to 10−2 Hz range.

For ease of analysis, three separate data sets are included: one with just the GW sources, one

with the GW sources and the noise background, and one with everything listed above. Given the

full dataset, methods to identify and remove the gaps and glitches can be used to extract solely

the GW signal. Using the methods outlined in Chapter 2.1, parameters can be computed and

compared to their known true values. Under this lens, gap and glitch removal methods can be

scrutinized and adjusted.
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Chapter 3

Methods

3.1 Glitch Detection

One of the most common types of glitches can be seen in panel (b) of 1.5. This type of glitch

appears almost as a delta function in the time domain. This sharp spike will spread out over a

wide range of frequencies upon Fourier transformation, entirely drowning out any comparatively

small GW signal peaks. Fortunately, it is only these large glitches that cause the biggest issues.

Keeping this in mind, a relatively crude method utilizing their amplitude and slope can be devised

for their detection. 1

In order to differentiate between noise, glitches, and GWs, the autocovariance KXX(τ = t2−t1)

of the noise is a useful property. An estimate for this value can be computed from the data after

crudely removing any signal that strays too far from the expected 0 mean of the amplitude noise.

This mitigates effects of the loudest glitches, allowing for an approximate estimate of KXX . With

this, assuming Gaussian noise with 0 mean, the amplitude A can be described by the PDF,

p(A) =
1

σ
√
2π
e−A2/2σ2

. (3.1)

where σ2 = KXX(0) by definition. Furthermore, the so-called quadratic statistic, Q = A2 +

d
dt(A)

2, is an invented parameter that encodes information about the slope of the amplitude. Given

the previous assumptions about the Gaussian background noise, the A2 random variable can be

described by the gamma distribution,

1This sub-chapter is based on prior work conducted by Kye Emond under Dr. Scott Oser’s supervision.

16



3.1. Glitch Detection

A2 ∼ Γ(
1

2
, 2KXX(0)) ≜ ΓA2 (3.2)

Likewise, approximating d
dt(A)

2 with a finite difference scheme from the discrete data as (Ai+1−

Ai−1)
2, d

dt(A)
2 can be described by the gamma distribution,

d

dt
(A)2 ∼ Γ(

1

2
, 4(KXX(0)−KXX(2))) ≜ Γ d

dt
(A)2 (3.3)

Given that the amplitude and slope should be independent random variables, their joint PDF

is given by their product. With this, the PDF describing the quadratic statistic is derived,

p(Q) =

∫ Q

0
ΓA2(x) · Γ d

dt
(A)2(Q− x)dx. (3.4)

In order to avoid removing GW signals, a glitch is deemed a glitch if and only if |A| > a and

|Q| > q, where a and q are hyper-parameters to be tweaked for a reasonable balance between data

preservation and glitch removal. Hence, putting equations 3.1 and 3.4 together, the probability of

finding a trigger event can be described,

P(Trigger) = P(|A| > a ∧ |Q| > q). (3.5)

Finally, we can use the fact that LISA has three data streams to our advantage. First of all,

the TDI T channel has been found to be less sensitive to GWs. As such, if a trigger event happens

in the T channel, there is a higher probability that a glitch has been identified. Furthermore, a

glitch affecting a single laser link should only impact two of the three TDI channels X, Y , and Z,

whereas a GW should impact all three. As such, if a trigger occurs in exactly two-thirds of these

channels there is also a higher confidence of that flag being a glitch. As such, the final probability

of a glitch flag follows,

P(Glitch flag) = P(XY Z Trigger ∨ T Trigger). (3.6)
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3.2. Artefact Removal

3.2 Artefact Removal

Once the parameters of the glitch detection chain are satisfactory, both the gaps and glitches need

to be removed from the data. As previously mentioned, artefacts are relatively localized in the

time domain, so it is ideal to remove them in this space. However, the removal of artefacts is a

non-trivial task. A natural idea is to simply zero out the data where the artefact is localized to.

However, this abrupt cutting violently alters the GW signal encoded in the data and can cause a

smearing of the signal’s power across the frequency spectrum, a phenomenon known as spectral

leakage. In order to combat this issue, the artefact is zeroed out and then the neighboring time

segments are multiplied by a smooth function known as a Tukey window. In order to get the

desired result of minimizing spectral leakage while still removing the power of the glitches, window

length and padding are two hyper-parameters that must be adjusted accordingly.

3.2.1 Tukey Window Creation

To start, a glitch is identified using the methods outlined in chapter 3.1. As shown in 3.1, a

large glitch is located in the time series via simultaneous violations of the amplitude and quadratic

statistic. Here, the glitch detection window is defined as the region between the inner blue vertical

line and the inner red vertical line, as per the detection criteria outlined in the previous chapter.
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3.2. Artefact Removal

Figure 3.1: A sample glitch in the time series data. The black dashed line represents the threshold
for amplitude statistic violation. The region in which the amplitude and quadratic statistic are
violated are denoted by the red and blue dotted lines, respectively. Because the amplitude and
quadratic statistic must be simultaneously violated for a valid glitch trigger event, the leftmost blue
and rightmost red line define the glitch detection window. The data outside the glitch detection
window consists of Gaussian noise and GW signals.

Now that the glitch has been identified, a padding parameter is and applied symmetrically as

depicted in 3.2. This interval defines the region that will be affected by the Tukey window function.
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3.2. Artefact Removal

Figure 3.2: The time series of 3.1 after zeroing of the points within the glitch detection window.
The purple dotted lines represent the intersection of the violation of the amplitude and quadratic
statistics from 3.1. The solid blue line depicts one of the two hyper parameters in Tukey window
function creation: padding. This is applied symmetrically around the glitch window. The data
outside the glitch detection window consists of Gaussian noise and GW signals.

Now that the glitch detection window and padding have been defined, a framework of the Tukey

window function can be created 3.3. However, a final parameter, denoted the window length, is

required in order to define what proportion of the window is occupied the cosine. In the case of

3.3, half of the window length is the distance between the leftmost blue and purple lines.
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3.2. Artefact Removal

Figure 3.3: A sample window function created as a result of the process depicted in 3.1 and 3.2.
The purple dotted lines represent the intersection of the violation of the amplitude and quadratic
statistics from 3.1. The solid blue line depicts the padding parameter. Here, the distance between
the leftmost blue and purple lines represents the half of the window length parameter. Note that
the window length here is chosen to make the entire glitch detection region zeroed, but this is not
generally true.

Now that the glitch has been zeroed and the Tukey window function has been created, this

function can be multiplied to the time series in order to smooth out the effects of the otherwise

rough cutting. Note that 3.3 only depicts a single window, and the entire time series will require

a superposition of many window functions in order to remove all of the glitches. An example

depicting a larger window function for a time series with two glitches is depicted in 3.4.
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3.2. Artefact Removal

Figure 3.4: An example window function to be applied to artefact-ridden data. In this example,
there would be two artefacts in the data localized at 1500 and 6500 seconds respectively. Note the
tapered cosine around the zeroed regions, characteristic of the Tukey window.

3.2.2 Window Function Study

Previous work on Spritz by Kye Emond has shown interesting results. Utilizing the parameter

estimation methods outlined in chapter 3.1 after removing glitches with Tukey window functions as

per chapter 3.2.1, significant biases were seen between the calculated and true values. In particular,

the most troublesome source parameter was amplitude. For all of the 36 GB sources in the data set,

the true amplitude was consistently larger than the calculated value by over an order of magnitude.

The most likely explanation for this discrepancy is due to the excessive cutting of glitches.

Note that, after zeroing out artefacts and applying a window function, the GW signal carried in

the data is fundamentally changed. Because there is an underlying GW signal beneath the glitches,
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3.2. Artefact Removal

applying the window function to the dataset also removes some of the GW power. The model used

for parameter estimation assumes perfect sinusoidal signals, so the zeroed out regions of the time

series could translate to the calculated best fit amplitude being lower than desired.

The natural solution to attempt to fix this discrepancy would be to incorporate the information

about the window function into the model. However, this method has a crucial flaw. Each grid

point in the F-statistic grid search necessitates a slightly different model function because of the

varying frequency and sky position. While this task in of itself is computationally expensive, the

effect is exacerbated by accounting for the window function in each permutation of the model.

Because analysis is done in the frequency domain, and the window function must be multiplied to

the model in the time domain, a convolution operation between the model and window function in

frequency space must be performed. When repeated over several thousand grid points, this method

becomes computationally prohibitive.

An alternate method would be to systematically adjust the window parameters. Because the

original work used an an arbitrary set of nominal window function parameters, it is possible that

varying the window length and padding for the window functions could resolve the amplitude

biases. In any case, it is physically interesting to determine the optimal set of window parameters

needed to minimize the amount of GW signal cut, and maxmize the amount of glitch power cut.

In order to determine these optimal parameters, a two-dimensional grid is initialized. Based

on the nominal values of 50 and 3000 for padding and window length, the grid varies the padding

from 0 to 100 data points in increments of 10, and the window length from 1000 to 3000 data

points in increments of 100. In order to forgo an entire F-statistic gridsearch, the true values for

λ, β, f , and ḟ for each source are utilized and the F-statistic is analytically maximized for each

grid point. Thus, the landscape of the maximal F-statistic with respect to window length and

padding is mapped for each source. The same process is also repeated utilizing instead a model

that incorporates the respective window function. Coined the modified F-statistic, this treatment

is used to explore the efficacy of the first proposed method for amplitude bias mitigation without

extensive computational resources.
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Chapter 4

Results

4.1 3D F-Statistic Landscapes

4.1.1 Unmodified F-Statistic

The landscape of the maximal F-statistic with respect to window length and padding was computed

for all 36 sources. Taking the best-fit amplitude that corresponded to the maximal F-statistic for

each point, a mapping of the difference between the true amplitude and calculated amplitude for

each grid point was trivially derived. While each source had a unique distribution, the general

trend was relatively consistent among all 36 sources. An example of the amplitude mapping for

the lowest frequency source is shown in 4.1.

As shown in 4.1, the optimal window parameters when using unmodified GW signal templates

simultaneously minimize window length and padding, although there is a steeper linear trend in

the window length.

How this relates physically to the shape of the window function is interesting. Because the

window length essentially parametrizes the roll-off of the window function, a smaller window length

relates to a steep descent to the bottom of the well, and hence a small amount of the window function

is occupied by a tapered cosine. Ultimately, a small window length results in a larger amount of

the glitch detection window being zeroed. Because a steep descent suffers from a larger degree

of spectral leakage than one that is more gradual, this result suggests that the degree in which

spectral leakage affects parameter estimation is vastly outweighed by the impact of residual glitch

power.

The fact that the maximal F-statistic also corresponds to a minimized padding is not an entirely
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4.1. 3D F-Statistic Landscapes

Figure 4.1: ∆Amplitude as a function of window length and padding, for the lowest frequency
source (1.81 mHz). Here ∆Amplitude is defined as the difference between the log(true amplitude)
and log(best-fit amplitude) for this source, as determined by the unmodified F-statistic. There is
a linear trend with respect to increasing window length, with a smaller dependence on padding.
Minimal ∆Amplitude is desirable, so the ideal window parameters are situated at the bottom of
the linear trend.
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4.1. 3D F-Statistic Landscapes

surprising result. Because the length of the entire window is defined by twice the padding length

plus the glitch detection window, a preference for smaller padding indicates that the glitch detection

statistics already sufficiently capture most of the glitch. As a result, adding additional padding

increases the degree in which actual signal is cut, without any benefit of reducing additional glitch

power.

4.1.2 Modified F-Statistic

A modified F-statistic has been created that takes into account the windowing function that was

applied to the data in order to remove glitches. Specifically, the F-statistic no longer naively

uses an unmodified template for the GW signal, and alters it according to the characteristics of

the windows throughout the data. Repeating the above process with this new F-statistic provides

interesting results. The maximal F-statistic landscape was still relatively consistent among sources,

but differed significantly from its unmodified counterparts. A sample distribution using the lowest

frequency source is depicted in 4.2.

There are a few key differences between 4.1 and 4.2. First of all, as expected, the modified

F-statistic has a lower ∆Amplitude value across the entire grid because the modified F-statistic

signal templates more closely resemble the data. The more peculiar discrepancy comes from the

dependence on the window length. If the previous amplitude bias was truly a result of the data not

matching the model, we would expect the distribution in 4.2 to be relatively flat, centered around

a ∆Amplitude of 0. However, it is clear that this change, while it did have a positive impact

in mitigating amplitude bias, was insufficient to remove the bias entirely. Moreover, the linear

trend for the modified F-statistic with respect to window length is in the opposite direction as

its unmodified counterpart. In contrast to the unmodified analysis, a large amount of the window

length should be occupied by a tapered cosine in this domain. This observation suggests that, when

the model accounts for the degree of glitch cutting, the effects of spectral leakage now dominate in

hindering parameter estimation. Of course, the fact that minimal padding is preferred aligns with

the previous analysis in the unmodified case.
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Figure 4.2: ∆Amplitude as a function of window length and padding, for the lowest frequency
source (1.81 mHz). Here ∆Amplitude is defined as the difference between the log(true amplitude)
and log(best-fit amplitude) for this source, as determined by the modified F-statistic. There is a
linear trend with respect to increasing window length, with a smaller and opposite dependence on
padding. Minimal ∆Amplitude is desirable, so the ideal window parameters are situated at the
bottom of the linear trend.
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4.2. Source Detection Criteria

Figure 4.3: The number of sources detected as a function of window length for the unmodified
F-statistic. Padding is held constant at 0. The number of detected sources is relatively constant
in the mid 30s for small window lengths. There is a significant drop in sources detected beyond a
window length of 2500.

4.2 Source Detection Criteria

While the landscape of the F-statistic with respect to the window parameters is a useful diagnostic

tool, it alone cannot fully describe the optimal source parameters. This is due to the fact that

this plot is completely oblivious to the number of sources detected. Utilizing the source detection

criterion as outlined in chapter 2.1, the number of sources detected as a function of window length

can be produced. For this analysis, the padding is minimized.

Fortunately, as shown in 4.3, the number of sources detected is relatively constant from a

window length between 1000 and 2500 for the the unmodified case. Beyond a window length of

2500, there is a large drop in the number of sources detected. This is a similar to the trend to 4.1,

as a large window length is undesirable in both plots. As such, for the unmodified case it appears

that simultaneously minimizing both window length and padding is ideal.

The same analysis can be applied to the modified case. This is depicted in 4.4. Here the number
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Figure 4.4: The number of sources detected as a function of window length for the modified F-
statistic. Padding is held constant at 0. The number of detected sources is relatively constant
in the mid 30s for large window lengths. There is a significant drop in sources detected before a
window length of around 1800.

of sources detected is maximized and relatively constant beyond a window length of 1800. However,

below a window length of 1800, comparatively few sources are detected. This is similar to the trend

in 4.2, as here a small window length is undesirable in both plots. Here the discrepancy between

the unmodified and modified case persists as the modified case prefers to instead maximize window

length for the ideal window parameters.

4.3 Modified F-Statistic Efficacy

Having determined the optimal window parameters for both the unmodified and modified F-statistic

cases, it is important to determine the degree of improvement in amplitude bias mitigation the

modified F-statistic has over the unmodified F-statistic. In order for a fair comparison, the same

set of window parameters needs to be chosen for both cases. Conditioning on number of sources

detected, there is an overlap in the maxima in the mid-range of the window lengths. Moreover, the
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Figure 4.5: ∆Amplitude for the 36 sources in the data set. Here ∆Amplitude is defined as the
difference between the log(true amplitude) and log(best-fit amplitude). The sources are ordered in
terms of increasing frequency. The best-fit amplitude was determined by maximizing the F-statistic
when using a padding of 0 and window length of 2000. This was done for both the unmodified
(blue dots) and modified (red dots) cases. Points closer to the horizontal 0 line indicate a smaller
amplitude bias. Values are tabulated in the appendix A.

middle window length of 2000 is not preferential to either case’s F-statistic landscapes. As such, a

padding length of 0 and a window length of 2000 was chosen to undertake this analysis.

Using these window parameters, the best-fit amplitude value was extracted for each of the 36

sources, for both cases. With this, the deviation from the true amplitude for each source can be

compared. This is depicted exactly in 4.5.

As previously hypothesized, inclusion of the window function in the model increases the value

of the calculated best-fit amplitude. This is evident in the fact that the modified (red) dots

are consistently above the unmodified (blue) dots in 4.5. Because the absolute distance of these

points to the horizontal 0 line is the physically interesting quantity, the information in 4.5 can be

revisualized. Taking the difference of the absolute value of ∆Amplitude between the unmodified

and modified case, the degree of amplitude mitigation improvement is shown in 4.6.
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Figure 4.6: The difference in |∆Amplitude| between the unmodified and modified F-statistic cases
for the 36 sources in the data set. Here ∆Amplitude is defined as the difference between the log(true
amplitude) and log(best-fit amplitude). The best-fit amplitude was determined by maximizing the
F-statistic when using a padding of 0 and window length of 2000. The sources are ordered in terms
of increasing frequency. Points above the the horizontal 0 line indicate where the modified case
mitigates amplitude bias better than the unmodified case, whereas points below this axis indicate
the opposite.
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As expected, 4.6 depicts the modified F-statistic providing an improvement in amplitude bias

over the unmodified case. For most sources, this improvement is relatively constant with an im-

provement of 0.4 · 10. However, the second and sixteenth source deviated from this trend as the

modified case actually did worse at mitigating the amplitude than the unmodified case. Referring

back to 4.5, source 2 and 16 already had a relatively small amount of amplitude bias in the unmod-

ified case. Because all best-fit amplitudes increased when accounting for the window function, the

modified case ended up significantly overshooting the horizontal 0 line for these two sources. As

to what causes this discrepancy is unclear. Because the sources are ordered in terms of increasing

frequency, and these two sources are at different points of the frequency range, it is unlikely that

the intrinsic frequency of these sources is causing this effect.
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Chapter 5

Discussion and Analysis

Altogether, this project has two main findings. First of all, the optimal parameters for the window

length and padding of the Tukey window function have been determined. This has been done when

utilizing both the unmodified and modified F-statistic. In the unmodified case, it was found that the

amplitude bias mitigation followed a linear trend with respect to window length. Here the optimal

window length and padding was found to be their respective minimal values. Fortunately, the

values that minimized amplitude bias simultaneously maximized the number of sources detected.

As such, the optimal padding and window length for the unmodified case were found to be 0 and

1000, respectively. On the other hand, in the modified case, the opposite was found. The amplitude

bias mitigation followed a linear trend with respect to window length, but in the opposite direction.

Here the optimal window length was found to be its maximal value, and the padding was again

found to be its minimal value. Like the unmodified case, these found parameters also maximized the

number of sources detected. As such, the optimal padding and window length for the unmodified

case were found to be 0 and 3000, respectively.

The second main finding of this project is the effect of modifying the GW signal templates on

amplitude bias mitigation. Because the window function removes power from the underlying GW

signal, calculated best-fit amplitudes are consistently underestimated when the model function

is purely sinusoidal. As expected, all best-fit amplitudes increased when utilizing the modified

signal templates. In most cases, this provided a relatively constant degree of improvement over

the unmodified case of 0.4 · 10. However, for two outlier sources the increase in amplitude that the

modified templates provided caused amplitude bias mitigation to decrease. Nonetheless, even after

applying the modified window function to the data, very few source’s calculated best-fit amplitude
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converged to a significant degree to their true values.

The reason that modifying the signal templates to account for the window function does not

completely mitigate amplitude biases is unclear. However, given the fact that the two outlier

sources exist in different regions of the frequency spectra, it is unlikely that frequency of a source

has a significant impact. In any case, this study has revealed that, while in most cases it does

provide an improvement, the modified F-statistic is insufficient in resolving the amplitude biases

in parameter estimation.

There are several suggestions for future research stemming from this project. First of all,

it would be interesting to investigate if any of the other intrinsic source parameters, other than

frequency, have a significant impact on amplitude bias mitigation. Further, using a finer grid to vary

window length and padding might provide even further optimization of the window parameters.

Moreover, given the fact that the effects of the modified F-statistic are generally positive, it would

be beneficial to explore methods that permit a full F-statistic gridsearch and MCMC using this

model. This might be able to be achieved via code optimization and possible minimization of

necessary convolutions and Fourier transformations.
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Appendix A

First Appendix

The following table A.1 summarizes the best-fit amplitude values as depicted in 4.5.
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Appendix A. First Appendix

Source
Number

Unmodified
log(Amplitude)

Modified
log(Amplitude)

True
log(Amplitude)

1 -22.5078 -22.0882 -21.8035
2 -22.6497 -22.1884 -22.6152
3 -22.9692 -22.6358 -21.5786
4 -22.4047 -21.9878 -21.5483
5 -22.9354 -22.4963 -22.3743
6 -23.1411 -22.6660 -22.3443
7 -22.3456 -21.9268 -21.5242
8 -22.4307 -22.0234 -22.0035
9 -22.4891 -22.0652 -22.0502
10 -23.2074 -22.8190 -22.8253
11 -22.4991 -22.0743 -22.1953
12 -22.6446 -22.2077 -21.8910
13 -22.8734 -22.4560 -22.2608
14 -22.6117 -22.1606 -21.4636
15 -22.7036 -22.2477 -21.3819
16 -23.0355 -22.5341 -22.8776
17 -23.1094 -22.7740 -22.2441
18 -22.8148 -22.3895 -21.9149
19 -22.6793 -22.2630 -21.9388
20 -22.7969 -22.3951 -22.3551
21 -23.1053 -22.6149 -22.0425
22 -22.9607 -22.4971 -22.6037
23 -22.5558 -22.1442 -21.9711
24 -22.8625 -22.6484 -21.3558
25 -22.9427 -22.4993 -22.0742
26 -22.5299 -22.1095 -21.9597
27 -22.5327 -22.0992 -21.9946
28 -22.6283 -22.1894 -21.7631
29 -22.8467 -22.4781 -21.9470
30 -22.8359 -22.4227 -22.4946
31 -22.6383 -22.2232 -21.7961
32 -22.7578 -22.3579 -22.2098
33 -23.3676 -23.0671 -21.9643
34 -22.3728 -21.9497 -21.6227
35 -22.5257 -22.1039 -21.7907
36 -22.9225 -22.3999 -22.2176

Table A.1: Summary of the best-fit amplitude values as depicted in 4.5. The window parameters
used for this calculation is 2000 and 0 for window length and padding, respectively.
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